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Cluster-Based Relationships and Metadata Registries

Mala Mehrotra & Dmitri Bobrovnikoff

Pragati Synergetic Research Inc.
914 Liberty Ct, Cupertino CA 95014

{mm,dmitri}@pragati-inc.com

1 Introduction

Pragati’s cluster-based analyses of numerous knowledge-based systems have demonstrated that clustering can expose a variety of relationships between formally represented concepts, such as, usage contexts, templates, refactoring opportunities, inverse relationships, complementary relationships and potential inter-system mappings. The XMDR (Extended Metadata Registry, http://xmdr.org/) project intends to extend the ISO/IEC 11179 family of metadata registry standards to support more diverse metadata representations and semantic specification capabilities. This document explores possible approaches to representing Pragati’s high-level clustering analysis results in the XMDR framework, as well as extensions to XMDR that will enable such representations. We attempt to categorize our clustering results in the backdrop of the use cases document for XMDR – so that the need for clustering is illustrated. Where possible, we make suggestions on possibly representing our clustering results through the proposed 11179 part 2 and part 3, version 2, metadata representation framework, for the benefit of the mid-level users of XMDR. In certain other cases we propose extensions to the currently proposed registry representation.
2 Representing Cluster-Based Analysis Results

In the course of analyzing a wide variety of knowledge-based systems, Pragati has found many types of cluster-based relationships that can enable analysts and developers to comprehend, maintain, and reuse such systems more effectively. Pragati’s existing tool suite includes an analysis component that provides sophisticated statistics- and heuristics-based query capabilities. However, those capabilities have to date focused on analyzing the properties of the clusters themselves. Higher-level relationships based on the clusters have been the domain of human analysts, generally expressed as written reports and hand-generated diagrams.
At its core, Pragati’s technology is a set of cognitive assistance power tools. A focus on the human user is central to our approach; the user is envisioned as being part of the loop, directing the course of analysis. However, our tool suite is designed to provide the user with as much automation, control, and flexibility as possible. This section explores ways in which the user might represent his/her higher-level analysis results in addition to the existing (and still-important) cluster-level results. Supporting such representations, even though challenging from a technical standpoint, would provide significant value by exposing the results of cluster-based analyses to user queries.
Knowledge Entry Aids
This mid-level use case is directed towards supporting the location and retrieval of concepts from axiomatized ontologies such as OWL, CycL, CLIPS, etc. In particular, it is intended to support a navigation API in XMDR which can enable sophisticated querying for concepts and retrieval of result sets which can be ranked by their semantic relatedness to the query concept . By exposing contextually related conceptual modules in the system and templatization opportunities, clustering could reveal intuitive information about these knowledge bases and ontologies that formal analysis cannot easily achieve. Through an intelligent, user-directed search, the vicinity concepts view reduces information overload for ontology developers, significantly lowering the knowledge entry barrier. Most critically for our point, it provides a unique way for users to access concepts in existing network content and gain insight into their ontological utility.
2.1.1 Different Contexts
2.1.1.1 Vicinity Concepts

[image: image7.wmf]Figure 1 shows results from a query term region in the COE system (Collaborative Ontology Environment) (currently being developed at IHMC), that integrates MVP-CA technology in its back-end, for round-trip authoring of ontologies using concepts from the web, and finds clusters from both the Wine sample ontology and JPL’s SWEET Earth Realms
 ontology. In this case, the clusters from the two ontologies are quite different, which is unsurprising given the minimal overlap between the domains. The Wine cluster contains concepts relating to the types of wines produced in different regions. The cluster from Earth Realms shows different aspects of region within that ontology, that is, a cluster that groups region-related concepts based on administrative boundaries. A related cluster obtained from Earth Realms (not shown here) contains the last cluster but is broader in scope, and it includes geographical features such as volcanoes and beaches. Yet another cluster was obtained in the context of region annotations for chemical compounds. Exposing concepts with their vicinity concepts can be an extremely valuable aid for 
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Figure 2: Different usage context for “objectFoundInLocation”

speeding up navigation and knowledge entry in XMDR as it can quickly bring a user up to speed with the semantic underpinnings for a concept. Even though in XMDR, the different contexts for the term region will be reflected in the usage of different uri’s for the terms, we still believe that there is value in exposing vicinity concepts for a term, because it helps the user get “situated” very quickly with the various contexts for the term. The value for this aspect is currently being studied in our integration efforts with IHMC’s (Institute for Human and Machine Cognition) COE (Collaborative Ontology Environment) knowledge authoring software, where we are exposing the vicinity concepts for a given query term. It allows the user to then intelligently select the term or set of terms that would be useful for his/her ontology building, instead of second guessing their intended meaning. Exactly how we can bring this utility to bear for XMDR is not clear at this point as there may or may not be a formal representation for the various types of  relationships that pull the vicinity concepts together. This is an area of open investigation by us at this point.
2.1.1.2 Intermediate Concepts

Clustering has exposed many composite terms in knowledge bases which have overloaded meanings because they can take on different meanings in the same ontology (such as Cyc’s Spatial Microtheory) depending on the context in which it is used. It is important to differentiate the various meanings in XMDR so as to ease location and retrieval of concepts. One such term, objectFoundInLocation, can take on very different meanings depending on (a) the type of object to be found, (b) the type of place in which one is trying to find the object, and (c) the precise type of find that defines success. Thus, the object can be as small as a fly stuck in a cobweb or a large country inside a continent. The object could be considered as found by simply being “near” the location, or “in-among” several other objects, or, alternatively, it might be required to “touch” the desired location. Even though the essence of “find” is common to the axioms using this concept, one needs to be aware of the types of the surrounding terms that are brought to bear for extending the knowledge base in a given context. We anticipate that this problem will be especially critical with “core” concept terms, when their existence in the core will be predicated on their reuse value to other domains. It will be especially useful then to understand the particular morphings of the meaning of the concept term.  The clusters generated by the MVP-CA tool provide such awareness to the user by bringing together axioms that are not only structurally, but also semantically similar for a given context. 
Figure 2 shows the different contexts in which objectFoundInLocation occur. The ovals represent the intermediate concept nodes (as defined by us, based on our clustering results) for the various aspects of its usage: positional, partonomic, geographic, fluids and group-membership. Rectangles represent the actual Cyc terms that make up intermediate nodes (connected by dotted lines). Arrows depict the def-use relationship: the concept terms at an arrow’s tail define the term at its head. By becoming familiar with the usage of axioms and terms in different contexts, as discussed above, a knowledge engineer is better able to approach the problem of extending the knowledge base in a meaningful manner.

Implementation in XMDR for this finding can be realized in several ways ranging from moderately easy to convoluted. A system like XMDR can already represent terms such as objectFoundInLocation and BodyOfWater. A new representation for “usage context” nodes like positional, partonomic, and geographic, would need to be added to the system. These nodes would have to be created by a human, since there’s no apparent way for the system to figure out the labels automatically.

In terms of integration with XMDR, the existing 11179 specification provides several constructs that are similar to what’s required here, but that does not quite fit the bill in their present forms. In particular, 11179-3’s Data_Element_Concept (4.11.1.3) has some characteristics in common with usage context nodes. One could, almost, achieve the desired effect by creating instances of Data_Element_Concept to represent specific usage contexts like partonomic-context-of-oFIL and geographic-context-of-oFIL. However, there are a couple of problems: 1) This would be an abuse of the intent of Data_Element_Concept, since a usage context is semantically distinct from a “concept” as described by 11179. 2) According to the specification, each Data_Element is associated with precisely one Data_Element_Concept. However, the real concept for the term (11179 data element) #$objectFoundInLocation is something like TheMeaningOfObjectFoundInLocation -  so where do the multiple usage contexts go? 
The proper way to do this would be to add an element like UsageContext or, more generally, Group, to the 11179 metamodel. UsageContext/Group would be somewhat similar to Data_Element_Concept, but would address the issues described above.
2.1.2 [image: image8.png]


Templatization of Typical Usage Patterns 
Clusters of structurally similar axioms signal prototypical usage patterns for concept(s) which can be leveraged for significantly speeding up knowledge entry. Identification of such regions in the software can be a valuable guide for future extensions of the knowledge base, as well as provide us opportunities for identifying generic, reusable regions in the software [Mehrotra et.al 1999]. Exposing common functionalities, as well as overlapping contexts across clusters of axioms, reveals opportunities for creation of higher order predicates for axioms, such as macro predicates in Cyc, and templates for groups of axioms [Mehrotra 2002]. Often the need for these higher-level abstractions can be revealed only ex post facto, that is, after there are enough assertions in the knowledge base to warrant the formation of a higher order axiom. These important knowledge representational issues can impact the long-term utility and quality assurance of the knowledge base. 
In Figure 3, we present a snapshot of the templating infrastructure from the MVP-CA tool showing a representative cluster from JPL’s SWEET Earthrealm knowledge base written in OWL DL. The template is formed automatically in the overlaid window by performing rule differencing operation on a selected rule set. The cluster selected in Figure 1 shows how different types of scalar operations, such as, ScalarSummation, ScalarSubtraction, ScalarMultiplication and ScalarDivision are defined OWL-DL by placing similar value restrictions on the class ScalarOrVariableOrOperation, and similar property restrictions on hasFirstOperand and hasSecondOperand. These templates can be flagged and documented in the current MVP-CA infrastructure. In our experience with various types of knowledge bases, opportunities for template formation arise repeatedly, regardless of the domain or the representation language. Templating creates reusable template components by comparing entities and representing the differences as slots. Later, the slots can be filled in with user-defined values to create new concepts. Capturing these templates in a succinct rule-representation language will allow them to become easily available for search, retrieval and reuse across knowledge bases in the larger context of the semantic web.
There are two basic approaches to representing templates in XMDR:
· Store them opaquely. This is simple, and boils down to the same problem as how to store opaque entities of any sort.

· Store their structure. This is considerably harder, because it requires the ability to model complex semi-structured data. In addition to the basic modeling capability, templates require the ability to mark the slots and acceptable slot values (which may, in themselves, be complex semi-structured data).

These are left as open issues for discussion in the XMDR meetings.
2.1.2.1 Generalization Opportunities

Subject Matter Experts (SMEs) cannot always be expected to axiomatize their knowledge with existential and universal quantifiers. Often, it is more comfortable for them to express rules in the domain with grounded formulas. These representations can subsequently be analyzed for templating opportunities. MVP-CA clustering can aid the creation of knowledge entry templates by clustering similarly structured grounded axioms. These axiom clusters can then be abstracted to create more sophisticated axioms at a higher conceptual level.  Templates set off the static or constant portions of the code from the parameterizable or variable portions of the code in the context of a collection of structurally similar axioms. This sort of scaffolding can help more general axioms to emerge and can help alleviate the knowledge acquisition bottleneck for KB formation by allowing knowledge to be entered at the SME’s conceptual comfort level. 

Figure 4 shows an example of a possible template, which was exposed by clustering Cyc’s spatial slice. The top two axioms, ConvexHullFn and InteriorFn, are representative of a set of axioms in the abstract spatial relationship cluster, which return the same value when invoked on themselves. The structural similarity across the axioms is very evident, and can be exploited by formation of the template UniqueFn or in mathematical language, Idempotent functions, where f(fx) = fx for all x in D shown at the bottom of Figure 4.

2.1.2.2 Inverses

In the example shown in Figure 5, we see that there are two legitimate ways of expressing the mitigateRiskFactorsInCOA and Effective/IneffectiveForPurpose. On close analysis these Cyc [Lenat & Guha 89] axioms can be recognized as near inverses of each other [Pool et.al 2003]. The user can create an association between the rule entities and label the association “near inverse of”. Future queries that turn up either one of the rules should also turn up the companion opposite rule so that the authors are aware of the various legitimate representations. This requires us to define an inverse rule construct in the web rule language just as we have for inverse concepts.

Supposing the user has found two rules, A and B, that are near-inverses of each other. The user can create an association between the rule entities and label the association “near inverse of”. Future queries that turn up either rule A or rule B will also turn up the companion opposite rule. This requires similar XMDR facilities to those described elsewhere.

2.2 Mapping
The XMDR architecture document describes mapping as one of the primary challenges of XMDR development work. Mapping between different representations is a widespread and a difficult problem. Pragati’s clustering research is also looking at this problem. Since XMDR aims to provide an infrastructure for describing such mappings in a general fashion, and Pragati’s approach is oriented to finding potential mappings through clustering, it appears that the two are complementary, and could make a good focal point for integration. As noted in the use cases document for XMDR (pg 7), a developer will need to record a known set of mapping or a set of interrelationships across concepts in different ontologies/KBs, through some support mechanism for registration of inter-schema mappings. Both MVP-CA and XMDR can contribute to different areas of the problem: MVP-CA by finding potential mappings through clustering, and XMDR by representing the mappings in its repository. It probably makes sense to use a mapping representation from an existing mapping framework, e.g., OntologyWorks, and feed into that.
2.2.1 Synonymous terms
Support for mapping of terms across ontologies can be provided by highlighting terms that are used in similar contexts. In MVP-CA such similarities can be extracted using the same technology as used for template formulation and redundancy detection when applied across different ontologies. 
We have found through templating, terms such as providesCoverInCOA and providesConcealmentInCOA, group together in a cluster, where the two axioms were exactly similar structurally and semantically. It is possible to detect such mapping opportunities across knowledge bases with the same representation by joining the knowledge bases together and applying templatization over subsets of the templatizable clusters. Currently the templatizable regions are selected by the user from a set of heuristically flagged clusters in MVP-CA. Once the mappable terms are identified, XMDR can register this as an association between two terms, with the name of association as “same-as”.
Sometimes locating similar meanings across term definitions may not be as straightforward. 
2.2.2 Different Representation Models 

Figure 6 shows an example in which the user has grouped and labeled several semantically related clusters that show different aspects of the definitions of nucleotide-related terms. In one case it is a sugar-dependent representation; in the other it is base-dependent. If this information were available in a queryable repository such as XMDR, it would be possible to present someone who wishes to reuse or extend this knowledge base with the opportunity to choose the desired representational aspect. 

MVP-CA can already represent entities and clusters, and can label clusters. Giving the user the ability to create new pseudo-clusters (i.e., clusters generated through some mechanism other than the core clustering algorithm) is an obvious and useful extension that XMDR may want to consider. However, several challenges would need to be addressed in order to represent similar information in XMDR:

· How can we represent entities such as MELD axioms or OWL class definitions in XMDR? For types of relationships discussed in this section, an opaque representation is perhaps sufficient. 

· How can we represent clusters, i.e., groups of entities and/or other clusters? The cleanest way to do this is probably with a relatively straightforward extension to the XMDR metamodel which can incorporate more complex structures.


2.3 Quality Assurance

2.3.1 Semantic Normalization

Often same authors at different times, or different authors in building similar knowledge bases, enter concepts that mean the same thing but are called slightly different. Figure 7 provides one such example with ForwardPassageOfLines-MilitaryOperation and passageOfLines-ForwardMilitaryTask. We have found that these redundancies often occur with composite concepts, that is, concepts that combine multiple terms to convey a particular meaning. Quality assurance efforts need to be able to weed such redundancies out as often they become a source of erroneous knowledge entry and it becomes very hard to track the error later on in the software cycle. 

It is worthwhile to note that the previous example flagged a similar exposition as a mapping issue, while in this section we are flagging it as a quality assurance issue. The type of issue to be raised with such a finding depends really on where the axioms containing the terms reside. If they are in different ontologies/knowledge bases, it becomes a mapping opportunity. If they are in the same source, it becomes a quality assurance issue as the clutter caused by the presence of redundant terms often lead to erroneous knowledge entry by subject matter experts.
2.3.2 Refactoring

In many cases, we have found portions of knowledge-based systems that could benefit from various types of refactoring. Figure 8 shows a dependency diagram view of two clusters and the mostly-overlapping term sets that they use from the their core IMMACCS Ontology Model (IOM). In this case, the rules in the clusters have parallel constructions, and they represent the various situations when the object between the weapon and target trajectory could be a rotary wing or a blocking building. It would be useful to refactor both the rules and the ontological definitions they use. The domain rules in this case are from the IMMACCS (Integrated Marine Multi-Agent Command and Control System) Clips system. We have shown the details of this process in [Mehrotra & Bobrovnikoff 2002].
While it is possible to model refactoring at several different levels of detail, a good starting point would be to describe the starting set of entities and the ending (i.e., transformed) set of entities. At this level, it would be sufficient to represent the entities opaquely. Considerably more complicated would be a representation of the actual transformations involved in the refactoring process. This is quite a difficult problem, and would require modeling the entities involved at a fine level of detail.
A relatively simple model of refactoring goes as follows: Suppose we have entity A, entity B, and entity C, and user-created entities D and E that are refactored versions of the first three. We can represent this by creating a group called original for {A,B,C} and a group called refactored for {D,E}, and creating an association original -> refactored labeled “suggested refactoring”. The idea is that if a user finds any of concepts A, B, or C through a query, they will also see a link to the suggested-but-not-mandatory refactored version.
Representing the simple version of refactoring in XMDR would require similar facilities to those proposed elsewhere, namely groups and inter-group relationships.
3 Potential XMDR Extensions

XMDR is a metadata registry. While it is a research project and the specifics are still in flux, potential uses include data administration, federated databases, agent support, and Semantic Web bootstrap facilities. The present focus is on providing a central repository for data elements in order to, e.g., enable a unified core for database schemas within a company.
This section describes areas in which XMDR could potentially be expanded to accommodate applications such as clustering, as well as areas in which clustering could be integrated with the XMDR framework. Most of the extensions described here are broadly applicable, and have many other applications in addition to clustering.
3.1 Semi-Structured Entities

The 11179 specification does not support complex data structures. This is an area that XMDR plans to address, at least to some degree. However, representing semi-structured entities such as MELD axioms or OWL class definitions in a fully general-purpose framework is challenging. The possible levels of representation can be broken down as follows:
· Opaque. Represent entities as blobs of text, and don’t even try to tell XMDR about their internal structure. Of course, various sorts of metadata could still be attached to the blobs. This is the simplest approach. While it has obvious drawbacks, it would still be useful, and would be able to support many of the relationships discussed above.

· Capture partial semantics. This is the approach taken by MVP-CA. We use language-specific parsers to transform native representations into a common language-agnostic representation. This representation captures some basic information such as terms, clauses, and antecedents / consequents, but it doesn’t even try to model the details. Importantly, it does preserve the original representation. In principle, the annotations could be extended to model arbitrarily complete semantic information.

· Completely model input representation. This is problematic for a general framework like XMDR. You’d probably have to either develop a large number of per-representation plugins or translate to common internal representation such as some version of first-order logic.

3.2 Groups

Many applications, e.g., the usage contexts, clusters, and refactoring descriptions described above, need to model groups of entities. It should be possible to support this cleanly in XMDR with some relatively minor additions to the metamodel. Note that it should be possible for groups to overlap.
3.3 Persistent External References

An external system that queries an XMDR registry may require a mechanism to uniquely identify concepts in the registry. For example, a clustering application might query a registry to find a set of entities to cluster, perform clustering, and then annotate the original entities with the categories found through clustering. To ensure that the right entities get annotated, the query must export persistent references to the external application.
4 Summary

We would like to classify the tasks required to represent the relationship stuff into the following major areas:
· Defining and implementing internal representations for the “low-hanging fruit” relationships you want to represent.

· Revising XMDR to support the key easy representations.

· Defining and implementing a real-world integration architecture between Pragati’s tools and a (currently non-existent) XMDR implementation.

· Tackling the hard problems, e.g., giving XMDR the ability to represent complex data structures non-opaquely, representing fine-grained refactoring in any way at all.

The first three require quite a bit of work and discussion. The last is a true research area.
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Figure 1: Two views of query term region from clustering
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Figure 3: Snapshot of the MVP-CA Tool – Template formed from JPL’s SWEET Earthrealm OWL Ontology.
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Figure 5: Near-inverse rules in Cyc MilitaryMt.





� EMBED PowerPoint.Slide.8  ���Figure 4: Discovering Idempotent function from Cyc Spatial Mt.





� EMBED PowerPoint.Slide.8  ���


Figure 6: Multiple legitimate representations for nucleotide.





� EMBED PowerPoint.Slide.8  ��� Figure 7: Redundant concepts








� The SWEET Earth Realm ontology can be found at � HYPERLINK "http://www.schemaweb.info/schema/SchemaDetails.aspx?id=126" ��http://sweet.jpl.nasa.gov/sweet/earthrealm.owl
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Cluster: conflict due to blocking rotary wing

Rules: Structure_Trajectory_Weapon

           Structure_Trajectory_Entity

           Structure_Trajectory_Platform



Rotary Wing

Dimension

Munitions

Entity

Position

CallFor Fire

Platform

Structure

Agent

WeaponSelection

LethalWeapon

TrackPosition

Cluster: conflict due to blocking building

Rules: RotaryWing_Trajectory_Weapon

           RotaryWing_Trajectory_Entity

           RotaryWing_Trajectory_Platform 
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(#$genls #$Deoxyribonucleotide #$Nucleotide)

(#$genls #$Ribonucleotide #$Nucleotide)

(#$genls #$Nucleotide #$Molecule)

(#$genls #$AdenineNucleotide #$Nucleotide)

(#$genls #$CytosineNucleotide #$Nucleotide)

(#$genls #$GuanineNucleotide #$Nucleotide)

(#$genls #$Adenine-Ribonucleotide #$AdenineNucleotide)

(#$genls #$Adenine-Deoxyribonucleotide #$AdenineNucleotide)

(#$genls #$Cytosine-Deoxyribonucleotide #$CytosineNucleotide)

(#$genls #$Cytosine-Ribonucleotide #$CytosineNucleotide)

(#$genls #$Guanine-Deoxyribonucleotide #$GuanineNucleotide)

(#$genls #$Guanine-Ribonucleotide #$GuanineNucleotide)

base-dependent representation

alternative nucleotide representations



(#$genls #$Uracil-Ribonucleotide #$Ribonucleotide)

(#$genls #$Adenine-Ribonucleotide #$Ribonucleotide)

(#$genls #$Cytosine-Ribonucleotide #$Ribonucleotide)

(#$genls #$Guanine-Ribonucleotide #$Ribonucleotide) 



(#$genls #$Thymine-Deoxyribonucleotide #$Deoxyribonucleotide)

(#$genls #$Adenine-Deoxyribonucleotide #$Deoxyribonucleotide)

(#$genls #$Cytosine-Deoxyribonucleotide #$Deoxyribonucleotide)

(#$genls #$Guanine-Deoxyribonucleotide #$Deoxyribonucleotide) 



sugar-dependent representation
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| Cuustor Tres | Dendrogram | Scaled Denarogram | Propertics | Table | Plot |

@ oroups
© 3849
3
@ Rule 591

(#5genis #§ForwardPassageOfLines-MiltaryOperation #§Translation-SingleTrajectory)
@ Rule 1603

(#5genis #§PassageOiLines-Forward-MiltaryTask #§Translation-SingleTrajecton)
© Patterns
@ Comments
KR problerm with the terms - ForwardPassageOfLines-MilltanyOperation vs PassageOiLines-Forward-MiltanTask
© Template:
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objectFoundInLocation

groupMembers

geographicalSubRegions

GeographicalRegion

near

inAmong

covers-Hairlike

touches

touchesDirectly

onPhysical

in-ImmersedGeneric

BodyOfWater

in-ImmersedFully

in-Floating

in-ContGeneric

surfaceParts

containsCavity

physicalParts

positional

geographic

fluids

partonomic

groupMembership








